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gies, such as feed-in tariffs, which have become a topic of controversy. Rapidly diminishing

levels of subsidy are cheaper to the taxpayer, but could equally kill an otherwise successful

technology prematurely. Sustaining high levels of subsidy, on the other hand, is not only

expensive but also keeps alive the worst-case scenario of a technology being supported

indefinitely without ever becoming economical. Our first contribution is that we find an

optimal feed-in tariff for German photo-voltaics, by formulating the trade-off as an optimal

stopping problem. We use the method of (multidimensional) optimal stopping as developed

in Part II of the thesis, and apply it to the one-dimensional case of Part III. A second,

and independent, contribution of this paper is that it provides a new model for technology

learning with endogenous market growth. Other analyses of learning curves have taken

capacity expansion to be the exogenous variable. We recognise, similarly, that investment

drives cost reductions, through the learning curve, but we our model recognises also that

cost reductions, in their turn, drive profitability and (further) investment. This feedback

loop is new and adds to the literature on mean-reverting and run-away processes.
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1 Introduction

This paper considers the role of government subsidies for renewable technologies, such

as feed-in tariffs, which have become a topic of controversy. Rapidly diminishing levels

of subsidy are cheaper to the taxpayer, but could equally kill an otherwise successful

technology prematurely. Sustaining high levels of subsidy, on the other hand, is not only

expensive but also keeps alive the worst-case scenario of a technology being supported

indefinitely without ever becoming economical.

Within this introduction, subsection 1.1 introduces the questions that arise from large-

scale deployment of renewable energy, in the context of both technology policy and climate

change policy. Subsection 1.2 then discusses how technologies learn from increased deploy-

ment by progress on their ‘learning curve’. Subsection 1.3 challenges the traditional view

that capacity expansion drives cost reduction, and proposes that the reverse is also true:

cost reductions also drive capacity expansion. Finally, subsection 1.4 discusses how to for-

mulate the problem of feed-in tariffs as an optimal stopping problem, and suggests that we

use the machinery of multidimensional optimal stopping problems, as developed in Part II

of this thesis, to tackle the 1-dimensional problem. This paper makes two contributions:

1. It formulates an optimal policy for the feed-in tariff for German photo-voltaic energy.

2. And, independently, it proposes a model for technology learning that makes market

growth endogenous.
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1.1 The problem

This paper considers government subsidies for the deployment of renewables, such as feed-

in tariffs. Some governments oblige electricity utilities to buy all electricity generated by

renewable sources at a high, predetermined price — the feed-in tariff — which may be up

to 6 times the market rate, and which decreases annually such that energy generated by

newer capacity gets paid at a lower rate, even though the tariff stays fixed for 20 years for

all electricity generated by a given unit of capacity.

In general, four arguments — of variable validity — can be made in support of low-

carbon technologies (relying heavily on [1]):

1. The EU ETS does not generate a carbon price that is high enough to stimulate

renewable investment. Further, its timeframe is too short to secure sustained private

commitment. Feed-in tariffs can indeed be credible in the long term, but effectively

they a) lower the carbon price and b) do not reduce total carbon emissions.

2. A flourishing renewable industry is supposed to increase the security of supply, but

renewable energy appears to displace secure LNG imports in particular, rather than

imports from unstable regions such as Russia and Algeria.

3. Subsidies in renewable deployment help technologies move down the ‘experience

curve’ (or ‘learning curve’), such that current subsidies are in effect an investment

in reduced future cost. The validity of this argument depends on a) the potential

of future cost reductions, b) whether large-scale deployment is a better method of

achieving this than e.g. R&D, and c) whether or not the technology can be deployed

globally. The answer to these questions is technology specific.

4. Renewables may seem to be the only politically and publicly acceptable road towards

a low-carbon future — but attitudes may change.

The ‘experience curve’ argument requires some extra conditions (is there enough po-

tential, why deployment rather than R&D, and is it scalable?) to justify spending large

sums of public money. But in fact it may well be the only argument, out of the four

presented, that withstands proper scrutiny. Solar energy, for example, is currently still

expensive; but it is operationally clean, abundant, and has the potential for large cost

reductions as well as large-scale deployment. In Germany, solar power already produces

up to 10% of the energy on a sunny day. Solar energy is in principle so attractive that

it justifies taking some risks. Furthermore, announcing a receding feed-in tariff does not

commit society to investing in solar energy for the next 20 years, as the solar industry will

grow if and only if it can continue be profitable under the (receding) feed-in tariff.
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Feed-in tariffs are technology specific (i.e. different for wind and solar), can be up

to 6 times the market rate (up to 0.29�/kWh for solar roof panels), depend on the year

of installation (but are then fixed for 20 years) and are lower for more recently installed

panels (9% decrease p.a. for solar in Germany). The main driver of feed-in tariffs has been

the expectation that as the (total historical) cumulative installed capacity increases, the

cost per unit will decline.

The author of this paper is of the opinion that a sensible policy should, at least, address

these four questions:

1. When should government subsidies be discontinued? It is generally agreed that this

should happen when an energy source has captured a sizeable portion of the market.

‘Sizeable’ is considered to be 5% by some, but that number is debatable. Wind

energy has already reached this level — but it is unclear whether the wind sector

would stagnate without further subsidies. The photovoltaic industry is still in its

development phase; its penetration in the German market, for example, is around

2%. Currently German EEG law stipulates that the decrease in the tariff for solar

energy ‘shall be 9% from the year 2010 onwards’, but no end date is specified. This

implies, by extrapolation, that solar energy must become economical around 2020,

when the feed-in tariff is expected to match industrial market prices. But if current

German growth rates (around 40%) are anything to go by, the market size of solar

energy in 2020 will far exceed 5%.

2. How quickly should feed-in tariffs recede? Rapidly diminishing levels of subsidy are

cheaper to the taxpayer and presumably incentivise innovation, but could equally kill

an otherwise successful technology prematurely. Sustaining high levels of subsidy, on

the other hand, is not only expensive but also keeps alive the worst-case scenario of

a technology being supported indefinitely without ever becoming economical.

3. Should feed-in tariffs be predetermined or performance dependent? Predetermined

(but decreasing) feed-in tariffs may encourage higher private commitment, but they

tie governments’ hands when costs come down quicker than expected. The wrong

choice can be expensive. Spain’s renewable energy sector is suing its government over

promises that prompted heavy investment but that were subsequently broken. Like-

wise, the unexpected reduction of solar subsidies in France is said to have damaged

investor confidence. On 30 June 2011, the Deutsche Bundestag passed changes to the

feed-in tariff, making them dependent on the amount of aggregate newly installed ca-

pacity of the previous year, thereby making the feed-in tariff a performance-dependent

variable. This allows for flexibility on the part of the government, but provides pri-
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vate investors with less certainty about future returns and may thus disincentivise

investment.

4. Implicitly, solar energy competes not only against the incumbent technology that

sets the 2020 target, but also against other low-carbon technologies such as wind —

where the extent to which different low-carbon technologies are truly alternatives is

debatable. Feed-in tariffs, it can be argued, are ultimately not technology policies but

climate policies. It is highly desirable to have a) competition between technologies,

and b) parallel paths towards a sustainable mix of energy sources, even if wind energy

and solar energy are considered as alternatives. But it is unclear if the feed-in tariffs

for wind and solar energy should be considered in isolation, or if there should be some

interdependency.

As far as the last point is concerned, it is clear that the world should not release all the

carbon currently stored in its fossil fuels, in particular another 500 giga-tonnes of carbon

— on top of the 500 giga-tonnes that have already been emitted — at a 50% chance that

the rise in global temperatures will exceed 2 degrees Celsius; see e.g. [2].

Regarding the second question, it is clear that the speed of the receding tariff should

depend on how quickly the technology is expected to improve. The idea that costs come

down as total installed capacity increases is captured by the ‘experience curve’. Indeed, the

main driver of feed-in tariffs in Europe has been the expectation that as volumes increase,

marginal costs will decline, such that the tariff is an investment in future reduced cost.

1.2 Learning curves

As Moselle [1] has argued, the experience curve is the only viable argument for the ex-

traordinary support of renewables through the feed-in tariff. We argued on page 4 that

the speed with which the subsidies should be reduced depends on the expected speed of

learning, which is technology specific. The experience curve is therefore crucial, and we

examine the concept in some more detail here. Experience curves made their first appear-

ance in the forecasting of aircraft production rates in WWII; see e.g. [3]. In 1972, the

Boston Consulting Group applied it to entire industries to analyse competitive positions;

see e.g. [4]. In the operations research literature, experience curves have been discussed

by [5–10] and many others. Key elements in these analyses are:

1. an expected decline of production costs with cumulative (i.e. total historical) output,

2. an element of uncertainty regarding future margins due to stochastically decreasing

costs and fixed output prices, or vice versa,

3. the recognition that investment in capacity expansion, driving further cost reduction,

is an option and needs to be valued as such.
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In [8] there are stochastically varying output prices and a deterministic learning curve.

This results in an optimal ‘bang-bang’ solution: at any given time, it is optimal either to

produce nothing at all, or to produce at the maximum rate. [6] allow a competitive setting

where learning is a strategic choice. [10] explicitly allow for a stochastic learning curve.

The optionality is recognised by all. Majd and Pindyck [8], for example, write (p. 332):

A firm facing a stochastic output price can be thought of as having a set of

call options on future production at every instant of time. Each call option

has an exercise price equal to the production cost, which in our case decreases

with cumulative output. [. . . ] When a firm faces a learning curve, part of

its production is an fact an investment expenditure: the firm is investing in

reduced future costs. This is an irreversible investment, i.e., the expenditure is

sunk.

It is this optionality that makes R&D programmes hard to value. In the literature

quoted above, the decision variable is normally the amount (and timing) of capacity growth.

This results, for example, in bang-bang solutions. Through the stochastic learning curve,

we obtain new (and hopefully lower) marginal costs. In the case of a single decision maker,

such as one company or factory, this is perfectly satisfactory. But when the ‘decision maker’

is given by the community of potential German buyers of solar panels, however, then it

is not clear how this ‘decision maker’ should come to his/her decision regarding capacity

expansion. We expect that, at least to some extent, the decision by the German consumer

is driven by return on investment, and this leads us to the feedback loop considered in the

next subsection.

1.3 Endogenous market growth

The literature on experience curves, almost without exception, considers marginal cost

as endogenously determined by the exogenously determined total capacity. But what

determines the decision on capacity expansion? The Economist, for example, wrote as

recently as 26 July 20111 that

. . . German home-owners, propelled by generous government subsidies, installed

more solar panels on their rooftops in 2010 than the entire planet had managed

in the year before. [. . . ] But curiously, this building frenzy coincides with a

wave of cuts to solar subsidy schemes across Europe. [. . . ] In fact, the positive

and negative trends share a cause — the steep drop in solar photo-voltaic (PV)

panel prices. That has left many fixed-price incentive schemes looking absurdly

generous, prompting enormous spikes in investment.

1http://www.economist.com/node/21524449
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In this paper we use the word ‘predetermined’ rather than ‘fixed’ tariffs, because the

announced German tariffs are, in fact, decreasing. We realise, from the comments above,

that capacity expansion not only drives lower cost, but lower cost also drives capacity

expansion. A model that takes this endogeneity into account is thus needed, and we

present a model for solar learning with endogenous capacity growth in Section 2.

1.4 Feed-in tariff as an optimal stopping problem

Regarding the announcement of feed-in tariffs, governments may seem to be caught in a

classic catch-22. If the government announces a relatively high tariff, then it stimulates

more investment, causing the cost of solar energy to fall more quickly than expected, and

making the tariff seem extraordinarily generous and ill-informed, in hindsight. If, on the

other hand, the government announces a tariff that solar energy finds hard to beat, causing

both investment and learning to stifle, then this will, indeed, be self-fulfilling. Therefore it

may seem that there will inevitably be regret.

To this 1-dimensional problem we apply the machinery of (multidimensional) optimal

stopping as developed in Part II of this thesis; methodologically, there is no new content

here. While there are many existing ways to solve 1-dimensional optimal stopping problems

(see e.g. [11–13]), we feel that this application is new and addresses an important problem.

This paper is organised as follows. Section 2 introduces a stylised model that makes

capacity growth endogenous. Section 3 discusses data for the German photo-voltaic indus-

try and estimates how capacity expansion drives learning, and how learning drives capacity

expansion. Section 4 formulates an optimal stopping problem and derives a policy under

which there is no regret. Section 5 concludes.
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2 Technology learning with endogenous capacity growth

In this section we introduce a model for technology learning with endogenous capacity

growth; capacity expansion drives cost reductions, and cost reductions drive capacity ex-

pansion. Our notation will be as follows:

f(t) := feed-in tariff, in cents per kWh, at time t. For each consumer this is fixed for 20

years, once a solar panel is bought

C(t) := cost (to the consumer) of solar energy, in cents per kWh, at time t. For each

consumer this is fixed for 20 years, once a solar panel is bought

Q(t) := total size of the market, in MWp, at time t

ĝ0, ĝ1 := parameters that determine the speed of growth of Q (see below)

l̂r := parameter that determines the speed of learning in C (see below)

δ := end-user’s discount rate

where f , C and Q depend on the continuous time parameter t, and where stochastic

quantities have capital letters. The feed-in tariff f has a lower case because it is announced

by the government for the years to come, and thus deterministic. All ‘hatted’ parameters

(growth parameters ĝ0, ĝ1 and learning rate l̂r) are estimated from that data. ‘Unhatted’

parameters (like the consumer discount rate δ) are assumed to be known. Our simple

model thus consists of 1 known parameter, 3 estimated parameters and the dynamics (to

be postulated below) between the 3 quantities which depend on time: the deterministic

feed-in tariff f (the decision variable), and the stochastically developing C(t) and Q(t).

To explain what we mean by Q(t), we should mention that the capacity of a solar

panel is measured in kilo Watt peak (kWp). A solar panel of 1 kWp produces 1 kWh in

a sunny hour. When operated in Germany it produces only 8% of that on average, i.e.

365 ∗ 24 ∗ 0.08 ≈ 700kWh per year or 14, 000kWh over 20 years. Future energy production

should be discounted by δ. Using that
∑n

i=1 δ
i ≈ (δn − 1)/(log[δ]) if d < 1, the cost C(t)

of solar energy per kWh can be defined as:

C(t) :=
price of a solar panel of 1 kWp, at time t

sum of discounted future production in kWh

=
price of a solar panel of 1 kWp, at time t

365 ∗ 24 ∗ 0.08 ∗ (δ20 − 1)/(log[δ])

(2.1)

where we will take the consumer discount rate to be δ = 0.97. As for the dynamics between

f(t), C(t) and Q(t), we propose the following model:

1. The relative cost reduction over time, as measured by log
[
C(t)/C(0)

]
, is proportional

to the relative market growth over that same period, as measured by log
[
Q(t)/Q(0)

]
,
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plus noise. In particular we propose

log

[
C(t)

C(0)

]
= −l̂r log

[
Q(t)

Q(0)

]
+ σ B(t),

where B(t) is a standard Brownian motion and σ its volatility. In this model, the

volatility σ is just a parameter, but later it will be estimated, and thus hatted. It

can be re-written to read:

C(t)

C(0)
=

(
Q(t)

Q(0)

)−l̂r
exp

[
σ B(t)

]
. (2.2)

This is the classic ‘learning curve’ or ‘experience curve’ that is very common in the

operations research literature; see e.g. [5–10] and others. In the empirical literature,

there is both plenty of evidence and criticism regarding the learning curve, see e.g.

[14–16]. We adopt the learning curve as given, because it is analytically practical and

because it is known, generally, to explain cost data quite accurately.

2. We assume that the market grows with ‘base’ growth rate ĝ0, but that this rate

increases if f(t)/C(t) is larger than 1. Specifically, we propose:

dQ(t)

Q(t)
= ĝ0 dt+ log

[
f(t)

C(t)

]
ĝ1 dt ≈ ĝ0 dt+

(
f(t)

C(t)
− 1

)
ĝ1 dt (2.3)

where the approximation holds when f(t)/C(t) is close to 1, and where ĝ1 measures

the strength of the feedback effect. Learning accelerates if ĝ1 is larger than zero and

if f(t) exceeds C(t)2. In the next section, the parameters ĝ0 and ĝ1 are estimated

to be 0.44 and 1.13. If f(t)/C(t) is much larger than 1, the market still responds to

increases in f(t)/C(t), but slower than linearly. This could be explained by assuming

that extremely high growth rates are not physically possible.

While assumption 1, the experience curve, is widely debated, documented and used, the

second assumption is new and crucial for the feedback loop that we intend. Let us inves-

tigate assumption 2 in more detail:

• Suppose that the feed-in tariff f(t) exceeds the cost to the consumer C(t), such that

capacity expansion is profitable. People invest and the installed capacity Q(t) goes

up. Through the learning curve, C(t) is expected to fall in the next period. If the

decrease in C(t) is larger than the decrease in f(t) — in percentage terms — then the

ratio f(t)/C(t) increases. Profitability for consumers goes up as the ‘rate of return’

log
[
f(t)
C(t)

]
increases. Thus, by assumption 2, the speed of market growth goes up, i.e.

Q(t) accelerates, driving further (and faster) cost reductions.

2If ĝ1 were negative it would drive reversion towards the moving curve f(t).
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• If capacity expansion reduces the cost C(t), but if f(t) falls faster than C(t) — in

percentage terms — then the ratio f(t)/C(t) decreases. Profitability for the consumer

decreases and capacity expansion slows down. Capacity Q(t) decelerates, driving

further (but slower) cost reductions. If we think the base growth rate ĝ0 is zero, then

capacity growth is only caused by profitability; by f(t) > C(t). In that case, when

C(t) can no longer beat the feed-in tariff, the capacity Q(t) decelerates further such

that Q(t) comes to a halt exactly when f(t) = C(t). (If we take the base growth rate

ĝ0 ≥ 0, then the market would keep growing regardless, and thus the model cannot

be trusted for C(t) exceeding f(t).)

In other words, log
[
f(t)
C(t)

]
may be viewed as the return on investment (RoI) to the consumer

of solar energy. The rate of investment goes up (down) as the RoI goes up (down). When

the feed-in tariff f(t) is only a little bit larger than the cost to the consumer C(t), then

log
[
f(t)
C(t)

]
ĝ1 dt ≈

(
f(t)
C(t) − 1

)
ĝ1 dt. Thus for small RoI, the speed of capacity expansion

(as measured by dQ(t)/Q(t)) increases linearly in the RoI. For larger RoI, the speed of

capacity expansion increases slower than linearly in the RoI. This could be explained by

assuming that extraordinarily large growth rates are not physically possible, even if they

are economically desirable. We choose this model because it seems that it is

• not unreasonable — i.e. one would expect that investment in capacity expansion is

at least partly driven by the return on investment

• broadly consistent with the data on e.g. German photo-voltaic market growth, as

will be shown in the next section

• analytically tractable — and this is the first model with the desired properties that

has this property, as discussed below

• consistent with a known vanilla model in the limit where ĝ1 → 0; such that Q(t) grows

exponentially at the base rate ĝ0 and C(t) follows a geometric Brownian motion with

drift −l̂r ĝ0.

Models with self-reinforcing effects are related to models with mean-reversion. While

mean-reversion drives the process back to the equilibrium, a run-away effect could be

obtained by driving the process away from what used to be the equilibrium position.

Therefore, a mean-reverting model with a negative parameter gives rise to situation with

a repulsive force away from (what used to be) the equilibrium position.

Mean-reverting models have been discussed extensively in the financial literature,

mainly to model interest rates. But many mean reverting models allow negative inter-

est rates, while others are not analytically solvable. The Vasicek interest rate model can

be expressed in closed form, but it mean-reverts to a constant level and may take negative
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values. The Cox-Ingersoll-Ross interest rate model, on the other hand, has the attractive

feature that its interest rate is always positive, but it cannot be solved analytically. We

refer to the overview paper by [17] for an overview of mean-reverting processes in finance.

We are unaware of an(other) analytical model for a process that 1) allows us to specify

an attractive force to (or repulsive force away from) a given time-dependent curve, while

2) enforcing that the process stays positive, and 3) is analytically solvable. Therefore, we

propose such a model here:

Theorem 1. Technology learning with endogenous capacity growth. We assume

that technology learning and market growth are specified by

C(t) = C(0)

(
Q(t)

Q(0)

)−l̂r
exp

[
σ B(t)

]
,

dQ(t)

Q(t)
= ĝ0 dt+ log

[
f(t)

C(t)

]
ĝ1 dt,

(2.4)

where B(t) is a standard Brownian motion of unit variance. Then the pair C(t) and Q(t)

can be provided in closed form as follows:

C(t) = exp

[
log
[
C(0)

]
eγ1 t − eγ1 t

∫ t

0
e−γ1 τ

(
γ1 log

[
f(τ)

]
+ γ0

)
dτ + σ eγ1 t

∫ t

0
e−γ1 τdB(τ)

]
,

Q(t) = Q(0) exp

[
ĝ0 t+ ĝ1

∫ t

0
log

[
f(τ)

C(τ)

]
dτ

]
.

(2.5)

The parameters γ0 and γ1 are defined as γ0 := l̂r ĝ0 and γ1 := l̂r ĝ1. Further, f(t) is a

given function of time; the feed-in tariff in this case.

When we let ĝ1 ↘ 0, the feedback loop is turned off and we return to a vanilla model

regarding market growth. In that case, we obtain

C(t) = C(0) exp

[
− γ0 t+ σ Bt

]
,

Q(t) = Q(0) exp

[
ĝ0 t

]
.

(2.6)

We see that in this limit, the capacity Q(t) grows exponentially and the cost C(t) follows

a downward sloping geometric Brownian motion. Finding the optimal tariff even for this

most vanilla market growth model, however, is a non-trivial exercise. We will discuss this

problem in Section 4. In the next section, we will apply this model to the German photo-

voltaic market and estimate the required parameters. The proof of Theorem 1 follows

here:
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Proof. Consider the following sequence of equalities:

dQ(t)

Q(t)
= ĝ0 dt+ ĝ1 log

[
f(t)

C(t)

]
dt,

d log
[
Q(t)

]
= ĝ0 dt+ ĝ1 log

[
f(t)

C(t)

]
dt,

log

[
Q(t)

Q(0)

]
= ĝ0 t+ ĝ1

∫ t

0
log

[
f(τ)

C(τ)

]
dτ,

Q(t)

Q(0)
= exp

[
ĝ0 t+ ĝ1

∫ t

0
log

[
f(τ)

C(τ)

]
dτ

]
.

Substitute this into the expression

C(t) = C(0)

(
Q(t)

Q(0)

)−l̂r
exp

[
σ B(t)

]
to obtain

C(t) = C(0) exp

[
− l̂rĝ0 t− l̂rĝ1

∫ t

0
log

[
f(τ)

C(τ)

]
dτ

]
exp

[
σ B(t)

]
C(t) = C(0) exp

[
− γ0 t− γ1

∫ t

0
log

[
f(τ)

C(τ)

]
dτ + σ B(t)

]
,

where γ1 := l̂r ĝ1 and γ0 := l̂r ĝ0. Rewriting, we get

log

[
C(t)

C(0)

]
= −γ0 t− γ1

∫ t

0
log

[
f(τ)

C(τ)

]
dτ + σ B(t).

Differentiate this expression to obtain

dC(t)

C(t)
= −γ0 dt− γ1 log

[
f(t)

C(t)

]
dt+ σ dB(t).

We propose that this recursive equation is satisfied by

C(t) = exp

[
log
[
C(0)

]
eγ1 t − eγ1 t

∫ t

0
e−γ1 τ

(
γ1 log

[
f(τ)

]
+ γ0

)
dτ + σ eγ1 t

∫ t

0
e−γ1 τdB(τ)

]
,

which can be verified by calculating dC(t):

dC(t) = Ct

[
γ1 log

[
C(t)

]
dt−

(
γ1 log

[
f(t)

]
+ γ0

)
dt+ σdB(t)

]
.

The result follows.
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3 The German market for photo-voltaics

Although it allows for endogenous capacity growth, the proposed model in the previous

section is stylised. For an application to the German photo-voltaic market, it requires us

to estimate only 4 parameters: the learning rate l̂r, the growth parameters ĝ0, ĝ1 and the

volatility σ̂2. Germany has operated a large-scale feed-in policy since 2004, and our data

set is consequently limited:

Year FiT Hc�kWhL
2004 57.40

2005 54.53

2006 51.80

2007 49.21

2008 46.75

2009 43.01

2010 35.40

2011 28.74

Year Cost Hc�kWhL
2004 50.49

2005 53.35

2006 47.64

2007 43.15

2008 40.93

2009 31.01

2010 26.2

2011 23.82

Year Capacity HMWpL
2004 1105

2005 2056

2006 2899

2007 4170

2008 5979

2009 9785

2010 17 193

where c/kWh stands for � cents/kWh. These data are publicly available.3 The cost of

solar energy per kWh is calculated as in (2.1) and with δ = 0.97. On the basis of this

(limited) set of data, we estimate the parameters in the following model:

C(t) = C(0)

(
Q(t)

Q(0)

)−l̂r
exp

[
σ̂ B(t)

]
,

dQ(t)

Q(t)
= ĝ0 dt+ log

[
f(t)

C(t)

]
ĝ1 dt.

First, for the learning rate we find

Estimate Standard Error t Statistic P-Value

1 0.0929534 0.0925845 1.00398 0.339061

lr -0.12307 0.0184494 -6.67065 0.0000556417

à

à
à

à

à
à

à

à

à

à

à

à

2 4 6 8
Log@QHtL�QH0LD

-1.0

-0.5

0.0

Log@CHtL�CH0LD

3The data are taken from http://www.solarwirtschaft.de/.
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and the slope l̂r = −0.12 is highly significant (standard error = 0.02). The variance

is estimated as 0.0176, such that we have σ̂ = 0.133. As far as the market growth is

concerned, the feed-in tariff f(t) has only been effective since 2004. We wish to explain

the market growth based on the ratio f(t)/C(t), and therefore our estimates ĝ0, ĝ1 will be

based on only six data points, as follows:

Estimate Standard Error t Statistic P-Value

1 0.43581 0.121476 3.58761 0.0230109

g 1.12822 0.729442 1.54669 0.196842

à

à

à
à

à

à

0.1 0.2 0.3 0.4
Log@f HtL�CHtLD

0.2

0.4

0.6

0.8

dQHtL�QHtL

Of course, no significance can be expected. There may seem to be a lot of uncertainty

regarding the value ĝ0 and ĝ1, but simply declaring ĝ0 = 0.44, ĝ1 = 1.13 seems to result in

good estimates, as we will discuss below. Concluding, we have that:

parameters learning rate l̂r growth parameter ĝ0 growth parameter ĝ1 std. dev. σ̂

estimated value 0.12 0.44 1.13 0.0177

standard error 0.02 0.12 0.73

where the variance is estimated by the mean square error, and where we have added historic

data going back to 1995 to estimate the learning rate l̂r. This results in a highly significant

estimate. The estimates of ĝ0 and ĝ1 are based on six data points, because the feed-in

tariff has only been effective since 2004, and no significance can be expected. Therefore,

we proceed with care but we note that:

1. even if the estimates of ĝi are uncertain, the model still generates qualitative insight.

2. simply declaring ĝ0 = 0.44, ĝ1 = 1.13 results in relatively good estimates, at least for

historic market growth, as we will show below.

For example, we may predict dQ/Q on the basis of the tariff f(t) and cost C(t) by the

following equation
dQ(t)

Q(t)
= ĝ0 dt+ log

[
f(t)

C(t)

]
ĝ1 dt.
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Actual growth rates dQ/Q have ranged wildly; from 41% to 86% between 2005 and 2010.

We compare the predicted and actual growth rates in the following graph:

à

à

à à

à

à

æ

æ

æ

æ æ

æ

æ

æ

2005 2006 2007 2008 2009 2010 2011
Time

0.2

0.4

0.6

0.8

dQHtL�QHtL

æ g0+g1 Log@f HtL�CHtLD
à dQ�Q

Apart from 2005, this is not so bad. It seems that market growth is indeed affected by

return on investment for the consumer. Thus next year’s capacity can be predicted with

this year’s return on investment as follows:

à

à

à

à

à

à

à

æ

æ

æ

æ

æ

æ

æ

2005 2006 2007 2008 2009 2010
Time

5000

10 000

15 000

QHtL in MWp

æ QHt-dtL*H1+g0+g1 Log@f HtL�CHtLDL
à QHtL

We see that even though there is uncertainty around the values of ĝi, taking ĝ0 = 0.44,

ĝ1 = 1.13 results in relatively good predictions, at least of past capacity expansions.

We are mainly interested in developing a new model for capacity expansion dQ(t)/Q(t),

and a new methodology for deciding on the feed-in tariff f(t). For convenience, therefore, all

estimated parameters will be assumed to be fixed and known, from this point onwards. But

it should be noted that the estimates may be wrong, and therefore the policy conclusions are
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not necessarily robust. More work will have to be done elsewhere, either on 1) estimating

the parameters better, or on 2) including Bayesian learning in the model, regarding the

estimated parameters. Since the exact numerical value of the parameters is not relevant

for the methodology proposed here, we will take the parameters as known and fixed at

their current estimates, and see where the model leads us. The inevitable consequence is

that policy implications will have to be taken with a grain of salt, even if one does believe

the dynamics proposed by the model.

The German government has announced that if the market keeps growing at its current

rate (i.e. adding over 7,500 MWp p.a.), then the feed-in tariff will be reduced by 24% p.a.

instead of the previously announced 9%. When the feed-in tariff f(t) is given, then we may

use the set of equations in Theorem 1 to predict the path of future cost reductions and

capacity expansions. With the parameters as estimated, and with a 25% reduction p.a. in

the feed-in tariff, the capacity Q(t) and cost C(t) are predicted to develop as follows:

à

à

à

à

à

à

à

à

æ
æ

æ

æ
æ

æ

æ
æ
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ò
ò
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2004 2006 2008 2010 2012
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10

20

30

40

50

Expected

é Expected

á Expected

ò Capacity HGWpL
æ Cost Hcents € per kWhL
à FiT Hcents € per kWhL

where the three dotted lines indicate the expected development of C(t), Q(t) and f(t). We

note that the capacity growth is expected to halt around 2013. This S-shaped curve is one

of the main attractive features of the model in Theorem 1. If, for example, one were to

use a constant growth rate, then it would be unclear what growth rate to choose, since the

growth rate has varied between 41% and 86% in the last 6 years alone. And even if one were

able to decide on a growth rate, then it would be clear that the suggested growth cannot

be sustained indefinitely — due to both physical and economic constraints. Our model

sidesteps this issue by internalising the growth rate, and we take the economic incentives

(but not the physical constraints) into account. However, it is expected that in the short to

medium term, the economic factors will be of greater significance as German feed-in tariffs

may drop by as much as 24%. The market will still grow, but — in percentage terms — not

as quickly as the tariff will fall. As a result, both investment and learning will be stifled.

When the cost can no longer beat the tariff, log
[
f(t)/C(t)

]
is negative and, therefore, ĝ1
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will drive a mean reverting force rather than a run-away force. Rather than away from the

tariff f(t), costs will be driven towards it, but it is clear that the model cannot be trusted

for f(t) < C(t).

Although the cost is expected to meet the tariff in 2012, given the expected 24%

reductions, it is not certain that this will, in fact, happen. The model of Theorem 1

incorporates uncertainty, and we may plot the expected progress of C(t), along with its 5th

and 95th percentiles, as follows:

à

à

à

à

à

à

à

à
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æ
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where f(t) is taken as the input, and where C(t) is an output of the model. From the

current year (2011), three dotted lines are drawn: the middle one is the expected path,

and the outer ones are the paths in the best and worst 5% of cases (i.e. the 5th and 95th

percentiles). It is clear that the variance in possible outcomes is huge. The feedback allows

the technology to obtain critical mass and beat the tariff by a long way (the best 5% of

cases), or crash into the tariff relatively soon if it is unable to gain and sustain an early

lead (worst 5% of cases). In terms of the sample paths generated by the model, we note

that

• paths either gain an early cost advantage, and sustain this lead to move further away

from the tariff (such as in the best 5% of cases), or

• paths obtain an early setback and do not develop enough critical mass, and meet the

tariff quickly (such as in the worst 5% of cases). After the paths of C(t) meet the

tariff f(t), the model can no longer be trusted.

Focusing on the middle dotted line, we see that, on expectation, the tariff falls quicker

than the cost, and investment slows down and comes to a halt as cost and tariff meet in

2012. Although this is what happens on expectation, the feedback look in the process
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makes it hard to predict what will happen. Because of the runaway effect that may occur

in either direction, extremes are more likely than one would initially think. This feature

of the model may be worth noting in itself. Also, this bandwidth of outcomes may be

more realistic than that given by e.g. geometric Brownian motion (i.e. ĝ1 ↘ 0), which is

relatively narrow. One disadvantage of the experience curve, as it is generally formulated,

is that it does not formulate a minimum cost — and, in the model, the paths in the best 5%

of cases exploit this caveat to the full extent, reducing the cost of photovoltaics to near-zero

levels (as can be seen in the graph above). But, one could argue, this is still better than e.g.

the Ornstein-Uhlenbeck model, which would allow the run-away process to take negative

values. We could adopt a framework with a minimum cost without major alterations, if

its estimate was informed by physical considerations, independent of observed cost data.

We conclude that the model of technology learning with endogenous capacity growth,

as developed in the previous section, is to some extent applicable to the German photo-

voltaic market, although 1) we cannot determine the growth parameters ĝi with any con-

fidence, and 2) making predictions is extremely hard, given the intrinsic structure of the

proposed stochastic process.
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4 Technology learning as an OS problem

In this section we will again consider the model of technology learning, and taking a

government’s point of view. The government announces the feed-in tariff for the years to

come, and both C(t) and Q(t) will develop as by the endogenous growth model. If the cost

C(t) manages to beat the tariff f(t) for all time, then growth continues. If, however, the

tariff f(t) recedes faster than the capacity grows, in percentage terms, then growth slows

down and may come to a halt. In this section we will present our own (admittedly stylised)

model of solar learning. Our model is is indicated in Figure 1:

Figure 1. A simple model for solar learning.

Regarding technology learning with endogenous growth, governments are caught in a

classic catch-22. If the government announces a relatively high tariff, then it stimulates

more investment, causing the cost of solar energy to fall more quickly than expected, and

making the tariff seem extraordinarily generous and ill-informed, in hindsight. There is

some evidence that this happened in Europe, as discussed in subsection 1.3. If, on the

other hand, the government announces a tariff that solar energy finds hard to beat, stifling

both investment and learning, then this will, indeed, be self-fulfilling. There are some

indications that this backlash may occur in the future, judging from our predictions in

Section 3. Therefore, it may seem that there will inevitably be regret.

Here we propose that the problem may be formulated as an optimal stopping (OS)

problem or optimal control (OC) problem — depending on one’s view of the world:

• If we believe that the market for solar panels will grow at the rate ĝ0, irrespective

of economic incentives, then we believe that ĝ1 is really zero, i.e. no feedback loop.
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In this world, the market grows at the exogenously determined rate ĝ0, which could

stem e.g. from concerns about climate change. Consumers will invest at the rate ĝ0,

as long as it is profitable to do so. But they will not invest more (less) if it is more

(less) profitable to do so. In this world, the government does not influence the market

growth Q(t) by announcing f(t) directly: it grows at the rate ĝ0 until C(t) can no

longer beat f(t). Thus, although the government does not influence the process Q(t)

directly, it does influence when it stops: namely when it is no longer profitable for

the market to invest. In this case, deciding on the feed-in tariff f(t) is a problem of

optimal stopping. Regarding question 3 as posed on page 4, the feed-in tariff f(t) in

this world should be predetermined (and not performance dependent).

• If we believe that the market growth depends only on return on investment, then

we should set ĝ0 = 0 and let ĝ1 > 0. In this world, the announced feed-in tariff

f(t) influences the growth of Q(t) directly: higher return on investment leads to

higher growth. No return on investment leads to zero growth. Of course tariff

f(t) also determines the moment when the market stops investing. Because the

feed-in tariff f(t) now influences the stochastic process directly, as well as when the

market stops investing, deciding on f(t) has become a problem of optimal control.

Regarding question 3 as posed on page 4, the feed-in tariff f(t) in this world should

be performance-dependent (and not predetermined).

Common to both sets of problems is that the government pays the feed-in tariff with

the idea that it invests in possible future savings. While those savings may or may not

be realised, by choosing an appropriate receding tariff, society should at least explore the

option of those savings — and preferably for several technologies in parallel. We have

established that the announced feed-in tariff influences the cost to society in two ways:

1. First, it influences the amount of investment and learning (but only if ĝ1 > 0).

2. Second, it determines when the market stops investing in the option of solar energy.

New about this paper is that it has made capacity expansion endogenous. With endogenous

capacity growth (i.e. ĝ1 > 0), however, the resulting problem regarding the determination

of f(t) is one of optimal control, and not of optimal stopping. Unfortunately, the methods

developed in Part II of this thesis relate only to optimal stopping. Therefore, we will

henceforth set ĝ1 = 0 and solve the resulting optimal stopping problem. We hope to solve

the resulting optimal control problem in a separate paper.

Regarding the optimal stopping problem, it is clear that savings are realised when the

new technology beats the market price that is set by the incumbent technology. What

about the cost? The bill of the feed-in programme in Germany is paid by the consumers of
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electricity: a small amount is added to each electricity bill. Not everyone has a solar panel

on their roof, but, in sum, the cost of the programme is spread over the same population

that receives its handouts. There is a redistribution of wealth from those who have not

invested in solar panels to those who have, but the net total is zero as far as the whole

society is concerned. There have been private investments in solar panels by consumers,

but we do not take these into account. Generally these are profitable investments, given the

the redistribution of wealth that follows. The redistribution itself, however, is a zero-sum

game.

The real cost to society, therefore, derives from the fact that electricity is produced

in an expensive way. This is a learning investment, and it is sunk once it has been made.

Presumably the tariff f(t) exceeds the cost of solar energy C(t), which exceeds the cost

of the incumbent technology that sets the market price p(t); i.e. f(t) ≥ C(t) ≥ p(t).

The price of the mature incumbent technology is assumed known, and hence the small

letter p. It may increase due to foreseeable taxation, for example, and hence the time-

dependence. The difference f(t) − C(t) presents no real cost to society: this difference is

paid to those with solar panels, by all electricity users. This redistribution rewards those

who have made private investments in solar panels and does not represent a real cost to

society. But the difference C(t)− p(t) does present a real cost: this difference is a learning

investment which, once made, is immediately sunk. We can consider this expenditure as

an investment, because it may lead to reduced future costs.

Supposing that dQ(t) panels are installed in year t, then for 20 years the feed-in tariff

f(t) will be paid for electricity generated by those units. Therefore, the total cost (over 20

years) associated with the capacity expansion dQ(t) is as follows:

total amount paid by government per dt =
20∑
i=1

δi (365 ∗ 24 ∗ 0.08)
(
f(t)− p(t)

)dQ(t)

dt

profit made by consumers per dt =

20∑
i=1

δi (365 ∗ 24 ∗ 0.08)
(
f(t)− C(t)

)dQ(t)

dt

true cost to society per dt =
20∑
i=1

δi (365 ∗ 24 ∗ 0.08)
(
C(t)− p(t)

)dQ(t)

dt

where δ is the discount-rate. For brevity, we can rewrite this as

true cost to society per dt = α
(
C(t)− p(t)

)dQ(t)

dt

where α := (δn − 1)/(log[δ])(365 ∗ 24 ∗ 0.08) and n = 20. In Part II of this thesis we

introduced the ‘continuation gain’ GC for optimal stopping problems as follows: it was the

amount to be paid/received during time dt when the process was not stopped. For this

particular problem, we obtain

continuation gain = GC = α
(
p(t)− C(t)

)dQ(t)

dt
.

– 21 –



– Part III –

If C(t) is higher than p(t), then it is costly to run the programme and the continuation

gain GC will be negative. But its running does induce future cost reductions. Given the

current tariff, one may ask whether it is in the interest of society that the exploration

of the solar option continues. If the answer is ‘yes’ and C(t) < f(t), then there is no

problem. If the answer is ‘no’ and C(t) > f(t), then this, too, is unproblematic. But if it

is socially desirable that the exploration of the option should continue, while C(t) > f(t),

then a problem arises. The market only grows when C(t) < f(t), and therefore we should

choose a policy that is consistent with that desire. The optimal stopping problem can be

formulated as follows:

V = max
s≤τ≤T

E
∫ τ

s
α

(
p(t)− C(t)

)
e−r(t−s)

dQ(t)

dt
dt (4.1)

where the maximisation is over all stopping times τ and where the stochastic process C(t)

is given by Theorem 1 with γ1 = 0. We can indicate the dependence on the initial state

B(s) = x and time s to write the problem as

V (x, s) = max
s≤τ≤T

E(x,s)

∫ τ

s

α

(
p(t)− C(s) exp

[
−
∫ t

s

γ0 dτ + σ

∫ t

s

dB(τ)

])
e−r(t−s)

dQ(t)

dt
dt

= max
s≤τ≤T

E(x,s)

∫ τ

s

α

(
p(t)− C(s) exp

[
− γ0 (t− s) + σ(Bt −Bs)

])
e−r(t−s)

dQ(t)

dt
dt

= max
s≤τ≤T

E(x,s)

∫ τ

s

α

(
p(t)− C(s) exp

[
− γ0 (t− s) + σ(Bt −Bs)

])
e−r(t−s) ĝ0Q(t) dt

= max
s≤τ≤T

E(x,s)

∫ τ

s

α

(
p(t)− C(s) exp

[
− γ0 (t− s) + σ(Bt − x)

])
e−r(t−s) ĝ0Q(s)eĝ0 (t−s) dt

= ĝ0Q(s) max
s≤τ≤T

E(x,s)

∫ τ

s

α

(
p(t)eĝ0(t−s) − C(s)e−(γ0−ĝ0)(t−s)+σ(Bt−x)

)
e−r(t−s) dt.

(4.2)

This problem cannot necessarily be solved for an infinite time-horizon. If the growth-rate

ĝ0 exceeds the interest rate r, then infinite gains can be obtained. But for finite maturity

the problem is always solvable. From Part II of this thesis, we know that the value V of an

optimal stopping problem, where only the ‘continuation gain’ GC is non-zero, must satisfy

the following set of conditions:

The value is unbiased
(1

2
∇2
x +

∂

∂s
− r
)
V (x, s) = −GC(x, s) x ∈ D(s),

Value-matching condition V (β, s) = 0 β ∈ ∂D(s),

Smooth-pasting condition ∂βV (β, s) = 0 β ∈ ∂D(s),

Value at maturity V (x, T ) = 0 x ∈ D(T ).

(4.3)

Here, the dynamic domain and its boundary at any particular time s are indicated by D(s)

and ∂D(s), and we have shown that that the optimal value V is given by:

V (x, s) =

∫ T

s
dτ

∫
D(τ)

dα GC(α, τ)e−r(τ−s)B(α, τ |x, s), (4.4)
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where D(·) is the optimal domain, and where GC(α, τ) is given by

GC(x, t) = ĝ0Q(s)α

(
p(t)eĝ0(t−s) − C(s)e−(γ0−ĝ0)(t−s)+σ(Bt−x)

)
. (4.5)

At time equal to s, the gain of running the programme is

GC(0, s) = ĝ0Q(s)α

(
p(s)− C(s)

)
. (4.6)

If the cost of solar C(s) exceeds the incumbent price p(s), then it is costly to run the

programme. Thus GC is negative. The cost, per unit of time, equals the newly installed

quantity, which is ĝ0Q(s), times the cost to pay for that capacity for 20 years, which is

α(C(s)− p(s)).
The optimal domain can now be found by applying either value-matching or smooth-

pasting to the optimal value, at all boundary coordinates β ∈ ∂D(s), ∀s ≤ T . For x on

the optimal boundary, the expected value of all continuation gains, as collected by the free

Brownian path during its time in the optimal continuation domain D(·), equals zero. And

this holds true for all boundary locations x ∈ ∂D(·). When we apply this theory to the

problem in this section, the optimal tariff is as follows:
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where it has been assumed that T = 2020, ĝ1 = 0, i.e. no endogeneity, and δ = 0.97. With

the feed-in tariff as given, there is no regret: it is socially optimal that the market should

invest in solar energy if it can beat the tariff, and it is socially optimal that it should stop

once it can no longer beat the tariff. The ‘target’ p(t) which we are trying to beat is set

by industrial electricity prices, with a yearly increase of 2%.

From the graph we see that the optimal feed-in tariff, as measured in the total amount

of subsidy on a solar panel of 1kWp, discounted to net present value, is only slightly higher
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than the current price of a solar panel, making it still a profitable investment (but only just).

If solar energy can no longer beat the tariff, then the tariff should not be reconsidered; the

tariff was chosen such that the market will automatically make the decision that is socially

optimal.
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5 Conclusion

The first contribution of this paper the finding of an optimal feed-in tariff for German

photo-voltaics. The trade-off concerning feed-in tariffs is that rapidly diminishing levels

of subsidy are cheaper to the taxpayer, but could equally kill an otherwise successful

technology prematurely. Sustaining high levels of subsidy, on the other hand, is not only

expensive but also keeps alive the worst-case scenario of a technology being supported

indefinitely without ever becoming economical. By formulating the trade-off as an optimal

stopping problem, we are able to find a policy under which the market automatically

makes the socially optimal decisions. We have used the methods of (multidimensional)

optimal stopping, as developed in Part II of this thesis, to solve a 1-dimensional problem.

Methodologically, nothing new was done.

A second contribution of this paper is that it provides a new model for technology

learning with endogenous market growth. While other analyses of learning curves have

taken capacity expansion to be an exogenous variable, we recognise that new investment

drives cost reductions, while cost reductions, in their turn, drive new investment. This adds

to the literature on mean-reverting models such as the Vasicek interest rate model, as an

example of an Ornstein-Uhlenbeck process, or the Cox-Ingersoll-Ross interest rate model.

We thus fill a gap in the literature by providing the closed-form solution of a stochastic

process with feedback that stays positive and can be driven either towards or away from a

given time-dependent curve.
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